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Abstract

Native reasoning is the ability to solve prob-
lems using linguistic and cultural understand-
ing. Research on this capability in large
language models (LLMs) has been concen-
trated in high-resource languages, leaving low-
resource languages (e.g., African languages)
neglected.
In this paper, we introduce AFRINR, a bench-
mark of 1,082 native reasoning questions in
nine African languages, authored entirely by
native speakers. Subsequently, we evalu-
ate frontier and African-language-specialised
models against native-speaker baselines. Our
evaluations reveal that frontier models remain
below the best native-speaker baseline, al-
though the strongest exceeds average human
performance; models with stronger linguistic
performance tend to have smaller English ad-
vantages on the same cultural questions (r =
−0.85); and specialised models generally out-
perform their general-purpose counterparts in
African languages but score lower in English.

1 Introduction
Cultural reasoning is the process of interpreting
and responding to situations through the lens of
cultural norms, values, and shared knowledge. In
multilingual settings, language understanding and
cultural reasoning are intertwined into what we call
native reasoning. Limitations in this capability
let two problems emerge in LLM multilingualism:
a linguistic gap, where model capabilities are not
equal across languages (Adelani et al., 2025), and
a lack of cultural awareness, where models may
default to Western-centric cultural values (Naous
et al., 2024; Tao et al., 2024).

Consider the situation in Figure 1: the obvious
answer (sending condolences and going to work)
is insufficient in a cultural context where you are
expected to pay condolences in person first. This

Amai Mutasa vanogamuchira shoko rerufu kubva kumuvakidzani
wavo apa vanga vatononoka kubasa, ndezvipi zvavanotarisirwa
kuita panguva iyi?
Mrs Mutasa hears that her neighbour has died, and she is already
late for work. What is she expected to do?

Vanofanira kuratidza kusuwa nokupa mashoko
enyaradzo, vozoenderera mberi nekuenda kubasa ...
She should show her sorrow and offer words of
comfort, then carry on to work ...

Vanofanirwa kuenda kunobata maoko
She must first go to pay her condolences.

Wrong!
She must do “kubata mawoko” first.

Correct!

Figure 1: One AFRINR question with English glosses:
Shona (top). Middle: summarised incorrect response
from GPT-6 Astra and the GPT-5.6 Luna Pro judge’s
explanation. Bottom: a native-speaker response from
the human baseline, graded correct.

mismatch illustrates how models may not adapt
to local cultural conventions understood by na-
tive speakers, even when they correctly use the
language. Failure to adapt is more pronounced
in low-resource languages, including African lan-
guages (Adelani et al., 2025; Kazemi et al., 2024).
These gaps raise a question: To what extent do
LLMs demonstrate native reasoning in African
languages?

Prior work has evaluated cultural reasoning in
English (Rao et al., 2025; Yu et al., 2025) and na-
tive reasoning in high-resource languages (Fabbri
et al., 2025). Evaluations covering African lan-
guages have focused on everyday cultural knowl-
edge or translations of existing popular bench-
marks, often without native-speaker baselines (Ta-
ble 1).1 The limitations of existing benchmarks
also limit our ability to evaluate multilingual mod-

1These baselines help establish whether questions are solv-
able and provide a reference for model performance.
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“Language, any language, has a dual character: it is both a means of communication and a carrier of culture.”
— Ngũgĩ wa Thiong’o, Decolonising the Mind (1986)

Benchmark African Question Cultural Human
langs. source focus baseline

CulturalBench — Human–AI Knowledge 3

BLEnD 3 Templates Knowledge —
IrokoBench 3 Translated — —
AfroBench 3 Mixed — —
MultiNRC — Native Reasoning —
Afri-MCQA 3 Native Knowledge

QA† —

AFRINR 3 Native Reasoning 3

Table 1: AFRINR and related benchmarks. 3: included;
—: not reported or not a design target. †Afri-MCQA
also includes inference questions.

els specialised in African languages (Tonja et al.,
2024; Yu et al., 2026).

In order to measure African Native Reasoning
in current frontier and specialised models, we cre-
ated AFRINR, a benchmark containing 1,082 lin-
guistic and culturally grounded questions in nine
sub-Saharan African languages; written and val-
idated by more than 100 native speakers from
the corresponding regions and communities. Our
main findings can be summarised as follows:

• Native speakers outperform frontier models
on average. Our evaluation shows that propri-
etary and open-weight models fall below av-
erage human performance (∼4 and ∼24 per-
centage points on average, respectively), while
none of the models evaluated has reached the
best human baseline.

• Stronger linguistic performance is associ-
ated with a smaller linguistic gap. Models
scoring higher on AFRINR’s linguistic ques-
tions tend to show a smaller accuracy gap be-
tween English and African languages on the
same cultural questions (r = −0.85).

• Multilingual specialisation in low-resource
languages comes with a trade-off. Evaluat-
ing these specialised models reveals that, al-
though their scores remain low (∼12% on
average), they achieve up to approximately
three times their general-purpose counterparts’
performance in local languages, with relative
losses of 22–65% in English accuracy.

2 Related Work
Multilingual evaluation. Existing benchmarks
are dominated by subject knowledge and academic
understanding tasks in English. For example,
MMLU evaluates knowledge and reasoning across
a broad range of academic and professional sub-
jects (Hendrycks et al., 2021). IrokoBench ex-
panded language coverage by translating existing
knowledge, natural language inference, and arith-
metic reasoning tasks into African languages (Ade-
lani et al., 2025), while Uhura introduces scien-
tific question answering and truthfulness in low-
resource African languages (Bayes et al., 2026).
Similarly, aggregated benchmarks combine trans-
lated and locally sourced datasets covering classifi-
cation, question answering, reasoning, and genera-
tion to evaluate language understanding in African
languages (Ojo et al., 2025; Adebara et al., 2025).

Cultural Reasoning Benchmarks. Extending
LLM evaluation to cultural variants allows us to
assess whether models adequately understand and
respond to culture-specific norms, values, and con-
textual nuances. To evaluate language understand-
ing across diverse cultures and languages, works
such as BLEnD (Myung et al., 2024) and Global
PIQA (Chang et al., 2025) have introduced cul-
turally specific benchmarks developed with native
speakers. MultiNRC (Fabbri et al., 2025) explores
native reasoning capabilities in LLMs but doesn’t
cover low-resource languages, which leaves a nat-
ural point of extension.

Specialised LLMs Recent work investigates
how cultural representation changes across differ-
ent stages of LLM training and examines whether
preserving cultural information through explicit
cultural markers can improve culturally grounded
capabilities (Sahu et al., 2026). For African lan-
guages, works such as Sunflower and AfriqLLM
have incorporated culturally relevant data into their
pretraining and post-training stages to create spe-
cialised LLMs (Akera et al., 2026; Yu et al., 2026).

Our work therefore extends the MultiNRC cate-
gories to low-resource African languages and adds
native-speaker baselines. Table 1 summarises how
AFRINR relates to existing benchmarks: it is the
only one that combines African languages, locally
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authored questions, a focus on reasoning rather
than recall, and a human baseline.

3 AFRINR Data Collection
3.1 Recruiting human experts
To collect questions that are both written by hu-
mans and potentially solvable by groups from a dif-
ferent region speaking the same language, we enlist
three different annotation groups: Generators, Re-
viewers and Baseliners.

3.1.1 Generators.
This annotation group was in charge of writing the
questions, following the guidelines in (§A.1). Our
data annotation partner recruited and managed the
question-writing group on-site in Africa.

3.1.2 Reviewers
The reviewers were an external group of ex-
perts who were recruited experts through
Masakhane (Nekoto et al., 2020), we hired them
as contractors through Upwork. We selected anno-
tators based on their performance on a screening
test in their chosen language (§B.2). We allocated
three reviewers per language variety, covering
all 10 varieties. These experts provided external
feedback to dataset generation group (§3.4), and
help us calibrate our automatic grader (§4.1). This
process is explained in more details in Appendix
§A.2.

3.1.3 Baseliners
Baseliners were native speakers recruited by our
data annotation partner who had not written or re-
viewed any of the questions. Participants took the
same qualification exam as the reviewers (§B.2).

3.2 Dataset Design
AFRINR extends the work done in MultiNRC (Fab-
bri et al., 2025) by adopting the same reasoning cat-
egories. However, we renamed and separate their
reasoning categories into two groups to better re-
flect our definition of cultural reasoning.

Linguistic Capabilities
• Grammar: language-specific linguistic reason-

ing. Questions require reasoning about the lan-
guage’s grammatical rules or linguistic conven-
tions.

• Wordplay and riddles. Questions are puzzles
whose clues draw on culturally familiar objects,

Language Grammar Wordplay Practices Maths Total

Amharic 30 22 40 45 137
Fulani 11 24 31 20 86
Kinyarwanda 37 26 50 18 131
Kirundi 18 28 17 25 88
Lingala 12 31 37 22 102
Malagasy 23 24 25 19 91
Shona 36 42 28 23 129
Swahili Mombasa 16 48 39 25 128
Swahili Tanzania 6 41 19 6 72
Wolof 16 41 32 29 118

Total 205 327 318 232 1,082

Table 2: Question counts by independent language va-
riety and category.

metaphor, double meanings, similar sounds, or
puns in the original language.

Cultural Reasoning Capabilities
• Practices: reasoning about cultural practices.

Questions use local customs, ceremonies or tra-
ditions to reason about a situation.

• Maths: mathematical and logical reasoning
with cultural relevance. Questions involve cal-
culations grounded in local calendars, curren-
cies, counting systems or units of measurement.

Languages Given our focus on Sub-Saharan lan-
guages, AFRINR covers nine languages from the
region: Amharic, Fulani, Kinyarwanda, Kirundi,
Lingala, Malagasy, Shona, Swahili and Wolof.
These comprise ten language varieties, with
Swahili Tanzania and Swahili Mombasa treated in-
dependently in scoring.

3.3 Human Baselines
Comparing human and model performance re-
quires both comparable evaluation conditions and
an appropriate human reference group.

Methodology Participants are tasked to submit
an answer and explanation for each question, which
is presented one at a time to encourage focus on
each question. All participants are native speakers
of their assigned language. Each submission2 is
scored using the exact automatic grader described
in (§4.1), and the aggregation procedure described
in (§4.2).

Metrics We define two metrics of human perfor-
mance:

2Qualification submissions are screened for possible AI
assistance using the shared expert qualification procedure
(§B.2)
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• Average Human Performance. We calculate
each participant’s accuracy on the retained ques-
tions in their assigned set, counting unanswered
and “I don’t know” responses as incorrect, then
average these scores within each language vari-
ety and average the 10 varieties equally. This
describes how well participants perform on av-
erage.

• Best Human Performance. For each assigned
question set, we report the highest accuracy
achieved by a participant. This captures the
strongest individual performance on that set.

3.4 Creating the benchmark
Finally, we describe how generation, review and
human baselines determine which questions enter
the final benchmark.

1. Generators (§3.1.1) followed the collection
guidelines (§A.1) and submitted multiple
batches, where each datapoint is a triplet de-
fined as: Di = (qi, ai, ei), qi is the ques-
tion, ai the answer, and ei the explanation;
each datapoint also contains a translated triple
counterpart whenever it was permitted.

2. Reviewers (§3.1.2) were then presented a
datasheet containing the batches, and were in-
structed to flag if the datapoint needed to be
accepted, deleted or fixed. The final decision
for each datapoint went through a majority
voting process. 3

3. Finally, to ensure our final benchmark didn’t
contain broken questions4, we filter questions
that could not have been solved by our Base-
liners (§3.1.3).

The final result was a benchmark with 1,082 ques-
tions in nine languages, each with at least one
saved correct human response (Table 2). The per-
formance comparison uses the selected 49 par-
ticipants, who collectively answer 1,078 of these
questions correctly; participant selection does not
change the retained question set.

3Review and revision continued until the reviewers ac-
cepted the questions.

4Questions not responded by humans might not be inher-
ently wrong, but the possibility of having broken questions in
exchange for more questions is a worse trade-off to have

AfriNR

Removed
rejected by majority vote

Removed
no baseliner answered correctly

1

Written
Native

speakers

2

Reviewed
3 reviewers
per variety

3

Solved
If 1 out of 5 baseliners

solve it, datapoint goes in

q
a
e

D = (q, a, e)

q

Figure 2: How AFRINR was built. (1) Native speak-
ers recruited by our annotation partner write questions
with reference answers and explanations. (2) Linguists
and researchers recruited through Masakhane indepen-
dently keep, correct or remove each question. (3) We re-
tain only questions that at least one native-speaker base-
liner answered correctly.

4 Methodology
4.1 Scoring
Building an automatic grader Since AFRINR
answers are open-ended, we use an LLM-as-a-
judge (Zheng et al., 2023) and measure its agree-
ment with native-speaker judgements.

• Step 1: Recruited 21 human annotators to
judge 1,050 responses from an earlier seven-
model panel (§C.1).

• Step 2: Measured agreement between anno-
tators using macro-F1 (MF1) (Arora et al.,
2025) (§C.2).

• Step 3: Compared the AI judges’ agreement
with humans to the agreement between hu-
mans (§C.2).

Because GPT-5.6 Luna Pro 5 achieves an MF1
close to the human–human baseline (0.672 versus

5Gemini 3.7 Flash is excluded since it is part of the evalu-
ated model panel.

4



0.60 0.64 0.68 0.72

Agreement (macro-F1)

Human experts

GPT-5.6 Luna Pro

DeepSeek V3.2

Qwen3.8 Max

Gemini 3.7 Flash

Claude Sonnet 5

0.679

0.672

0.642

0.651

0.686

0.656

Figure 3: Judge agreement with human experts on the
calibration sample (1,050 responses, seven language va-
rieties). Each point is macro-F1 against the expert an-
notators, averaged equally across varieties; the top row
is agreement among the experts themselves. Bars: 95%
bootstrap intervals, resampling questions.

0.679), we adopt it as the AFRINR grader (Fig-
ure 3). This agreement concerns the historical cali-
bration sample; it does not validate every language
or the English and specialist conditions (§C.2).

4.2 Aggregating scores
We report macro-average accuracy across the ten
language varieties, where each variety is equally
weighted. Since the varieties contain different
numbers of questions, we first calculate accuracy
within each variety and then take the mean across
the ten retained varieties. Swahili Tanzania and
Swahili Mombasa are independent scoring units,
each with the same weight as every other variety.
This prevents varieties with more questions from
having a larger influence on the overall score.

Aℓ =
1

nℓ

nℓ∑
i=1

yℓi, AAFRINR =
1

L

L∑
ℓ=1

Aℓ. (1)

Here, L = 10, nℓ is the number of questions in
language variety ℓ, and yℓi is the model’s score on
question i. We report standard errors alongside
these scores to describe their uncertainty (Miller,
2024).

4.3 Experimental Settings
Prompts. The generation prompt and judge tem-
plate are described in (§D.2 and §D.3), respec-
tively, with their exact text in the accompanying
code.

4.3.1 Frontier Model Evaluation
We evaluate a panel of frontier models on the 1,082
retained questions using their saved zero-shot re-

Proprietary Open Weights

GPT-6 Astra Kimi K3
Claude Fable 5.1 Qwen3.8 2.4T A95B
Gemini 3.7 Flash DeepSeek V4 Pro
Meta Muse Spark 1.2 GLM 5.3

Table 3: General-purpose models evaluated in AFRINR.

sponses. We implemented the evaluation using In-
spect AI, an open-source Python framework for
evaluating large language models.

Models We selected eight frontier general-
purpose models from different developers to
compare proprietary and open-weight systems.
The models are listed in Table 3. We selected these
models based on their prominence in research
discussions and their general-purpose capabilities.

4.3.2 Specialist Model Evaluation
We select a separate panel of existing models
adapted for African languages, prioritising multi-
lingual coverage. We refer to these models as spe-
cialists throughout the paper. The panel includes:
1. McGill NLP’s AfriqueLLM Instruct releases,

adapted through continued pretraining and in-
struction tuning;

2. Sunbird AI’s Sunflower, which combines con-
tinued pretraining with instruction tuning.

Each specialist is compared with a post-
trained counterpart on identical original-language
AFRINR questions within its supported languages.
The appendix (§D.1) lists the languages included
for each specialist and explains the exclusions;
evaluation details are in (§D.2).

5 Results
In this section, we organise our results around our
three main questions.

5.1 Main Results
We start by returning to the first question in our pa-
per: how do the best LLMs perform comparatively
against human experts? We evaluate the panel
(§4.3.1) in AFRINR to measure their native reason-
ing capabilities in African languages, demonstrat-
ing the following empirical findings:

No models exceed the best human performance
Looking at Figure 4, we find that the best-human
baseline (71.3%) outperforms all eight LLMs eval-
uated. Additionally, GPT-6 Astra achieves slightly
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CLOSED-SOURCE OPEN-WEIGHT

Category n GPT-6
Astra

Claude
Fable 5.1

Gemini
3.7 Flash

Muse
Spark 1.2 Mean Kimi

K3
Qwen3.8

2.4T A95B
DeepSeek

V4 Pro
GLM
5.3 Mean ∆ Human

mean

Grammar 205 49.3 42.6 46.4 39.0 44.3 26.3 31.5 26.8 20.4 26.2 18.1 48.8
Wordplay 327 55.2 52.1 50.8 42.3 50.1 29.1 27.3 29.1 23.3 27.2 22.9 61.8
Practices 318 56.8 58.0 57.5 48.7 55.2 39.2 41.3 35.4 36.9 38.2 17.0 56.8
Maths 232 66.4 66.5 61.2 53.0 61.8 48.0 49.3 41.7 43.0 45.5 16.3 61.9

AFRINR Score 1,082 58.6 57.2 55.5 47.0 54.6 36.8 37.2 34.0 31.5 34.9 19.7 58.7
SE (pp) 1.49 1.50 1.52 1.49 1.18 1.41 1.43 1.18 1.35 1.09 0.89 —

Table 4: Accuracy across the four categories. Judged accuracy (%) of eight models and the human baseline on the
same 1,082 AFRINR questions, graded by GPT-5.6 Luna Pro. Each category score averages accuracy equally across
its represented language varieties; the overall score averages all 10 language varieties. ∆: closed-source mean minus
open-weight mean, computed from unrounded scores. Human means average participant accuracies within each
independent language variety, then average varieties equally, using 49 selected participants. The appendix (§D.4)
explains standard errors.

Astra Fable
Gemini

Muse
Qwen Kimi

DeepSeek
GLM
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Proprietary Open-weight

Best Human Performance (71.3%)
Average Human Performance (58.7%)

Figure 4: Model accuracy compared to Average Human
Performance (58.7%) and Best Human Performance
(71.3%) on AFRINR.

lower accuracy (58.6%) than the average human
baseline (58.7%), a difference of only 0.1 percent-
age points.

A significant performance gap separates the
evaluated model groups. As shown in Table 4,
closed-source models achieve 1.56 times the over-
all mean accuracy of open-weight models on
AFRINR (54.6% versus 34.9%). This corresponds
to an absolute difference of 19.7 percentage points
(paired 95% confidence interval: 17.93–21.43).

5.2 Language Gap
To tackle the second research question, we first
identify which subset of AFRINR we can use for
this comparison:

Claude Fable 5.1
GPT-6 Astra

Gemini 3.7 Flash
Meta Muse Spark 1.2

Qwen3.8 2.4T A95B
Kimi K3

GLM-5.3
DeepSeek V4 Pro

+3.2
+5.1
+1.1

+13.7

+13.6
+16.5
+13.1
+12.2

Qwen3.8-27B
Sunflower 27B

Qwen3.5-9B
Sunflower 9B

gemma-4-E2B-it
Sunflower E2B

+22.3
+11.7

+27.1
+7.8

+20.2
+4.6

Supports 10 of 10 varieties

Qwen3.5-9B
Afrique 9B 50Langs

Qwen3.5-4B
Afrique 4B 50Langs

+27.1
+17.1

+29.6
+17.1

Supports 8 of 10 varieties

0 20 40 60 80 100
Accuracy (%)

Qwen3.5-4B
Afrique 4B v1
Afrique 4B v2

+29.6
+20.0
+17.6

Supports 5 of 10 varieties

Pr
op

rie
ta

ry
Op

en
-w

eig
ht

Af
ric
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 sp

ec
ial

ist
s

Original-language prompts English prompts

Figure 5: Accuracy on the 531 Practices and Maths
questions in the original language (dark) and English
(light); labels give the English gain (pp). Bottom:
African-language specialists and their base models.
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• Linguistic questions are prone to losing their
challenge when translated, because their dif-
ficulty can depend on the sounds, grammati-
cal rules or wordplay of the original language,
which may not carry over into English.

• Cultural reasoning questions, in contrast, re-
quire the model to answer within the relevant
local context. Thus, when they are translated
into English, we identify the relevant commu-
nity in the prompt, but the model must still
draw on local knowledge and apply it to an-
swer the question.

Our experiment therefore consists of using a
subset of 531 Cultural Reasoning questions from
AFRINR. This time, the questions are presented in
English, and we compare the results with those ob-
tained on the same questions in their African lan-
guages counterpart.

All eight models achieve higher overall accuracy
in English. As shown in Figure 5, all eight mod-
els achieve higher accuracy when the same cultural
questions are presented in English. These gains
suggest that part of the lower accuracy observed
in the previous experiment reflects difficulty under-
standing the original language. The English advan-
tage is larger on average for open-weight models,
roughly halving the accuracy gap between the two
groups.

However, within the proprietary group, Muse
Spark 1.2 shows a much larger English advantage
than the other three models, comparable to that
of the open-weight models. This larger linguistic
gap suggests that Muse has greater difficulty under-
standing these questions in their original African
languages than the other proprietary models.

Fulani, Wolof and Kirundi have the largest lin-
guistic gaps. Across all eight frontier models,
accuracy is higher when questions in these three
languages are presented in English rather than
their original language. Open-weight models show
larger average accuracy gains than closed-source
models, with nearly twice the gain in Fulani (+52.4
versus +26.5 percentage points; Table 5).

5.3 African specialisation
Our last set of results addresses the third research
question: Can further training in African lan-
guages reduce the gaps demonstrated in the pre-
vious sections? From this point onwards, we re-

Closed-source Open-weight

Language Gain (pp) Ratio Gain (pp) Ratio

Fulani +26.5 1.63× +52.4 4.02×
Kirundi +10.7 1.20× +14.3 1.37×
Wolof +14.8 1.23× +37.7 1.96×

Overall +5.8 1.10× +13.9 1.33×

Table 5: Accuracy improvement when the same ques-
tions are presented in English rather than their original
language. Ratio is English accuracy divided by original-
language accuracy. Each group averages four models;
Overall averages across all ten language varieties, treat-
ing Swahili Tanzania and Swahili Mombasa indepen-
dently.

Accuracy (%)
Model Counterpart n/L Counterpart Specialised Ratio

McGill Afrique
4B 50Langs† Qwen3.5-4B 905/8 3.5 10.7 3.0×
9B 50Langs† Qwen3.5-9B 905/8 7.6 9.6 1.3×
4B v1† Qwen3.5-4B 597/5 4.5 11.7 2.6×
4B v2† Qwen3.5-4B 597/5 4.5 10.6 2.3×

Sunbird Sunflower
27B Qwen3.8-27B 1,082/10 17.7 21.5 1.2×
9B Qwen3.5-9B 1,082/10 11.6 14.2 1.2×
E2B gemma-4-E2B-it 1,082/10 5.2 4.0 0.8×

Table 6: Specialist and counterpart accuracy (%) on
matched questions, averaged equally across supported
language varieties, with Swahili Tanzania and Swahili
Mombasa scored independently. n/L: questions/lan-
guage varieties; ratio: specialist/counterpart accuracy.
† as in Figure 7.

fer to specialisation as further training of general-
purpose models on African-language data, through
continued pre-training and instruction tuning.

We evaluate publicly released specialists from
the McGill Afrique and Sunbird Sunflower fam-
ilies against their corresponding general-purpose
models, asking whether this specialisation is ac-
companied by higher accuracy in AFRINR and a
smaller English advantage. We repeat the same ex-
periments done in the previous sections, by eval-
uating these specialist models in AFRINR in both
the full benchmark and the translated subset.

The gains are concentrated in Grammar and
Practices. This suggests that specialists become
better at handling language-specific reasoning and
applying local cultural knowledge in African lan-
guages. For example, Afrique 4B 50Langs’ accu-
racy rises from 3.5% to 10.7%, reaching 3.0 times
the accuracy of its general-purpose counterpart.
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Sunflower vs Qwen

Kinyarwanda English

Mu muhango wo guhagurutsa umugeni, yaravugaga ati: “Nsenye urw’iwacu,
ngiye kubaka urw’ahandi.” Aya magambo yasobanuraga iki?
At the bride’s send-off, she says these words. What do they mean?

In a neighborhood, one household has welcomed a newborn and another has
suffered a loss. Some people say, “Everyone should mind their own affairs.” In
Rwandan culture, what behavior is appropriate?

Nyasimbuza imyidagaduro
(cyangwa imikorere) yari
igezweho mu rugo rwe rwo
hambere, arayijyana mu rugo
rushya.
She takes the pastimes of her
old home into the new one.

Gusiga umuryango w’iwabo
kugira ngo ashake urugo rwe
ahandi.
She leaves her parents’ family to
build her own home elsewhere.

One should actively participate
in both events: offering support
and condolences to the grieving
family and celebrating with the
family who has welcomed the
newborn.

It is customary to show
compassion by offering
condolences and support to the
grieving family, while still
respecting personal space in
the neighborhood.

Figure 6: Sunflower 27B against Qwen3.8-27B. Sunflower 27B is Qwen3.8-27B trained further on African-
language text. Asked in Kinyarwanda (left), Sunflower explains a bride’s farewell words that Qwen misreads.
Asked in English (right), Sunflower drops the newborn from a question on neighbourly duty and adds a caveat
about personal space. Real answers, trimmed; English glosses in italics.

However, the pervasive linguistic gap still re-
mains after specialisation. Despite these im-
provements, all seven specialists still achieve
higher overall accuracy when prompted in English
(Figure 5).

The specialists also score lower in English than
their general-purpose counterparts. All seven
specialists still score higher in English than in the
original language, but all seven also score lower
in English than their general-purpose counterparts
(Figure 6).

For example, Sunflower E2B’s English accuracy
falls from 28.5% to 10.0%, a 65.0% relative de-
crease, while its African-language accuracy also
falls from 8.3% to 5.4%. The linguistic gap there-
fore narrows even though culturally grounded rea-
soning accuracy falls in both languages.

One hypothesis could be that some of the reason-
ing capabilities required by these questions remain
English-dependent and are not fully preserved dur-
ing African-language specialisation.

6 Conclusion
We introduce AFRINR, a benchmark designed to
act as a proxy for both linguistic and cultural un-
derstanding, merging these capabilities into what
we describe as Native Reasoning. We hope these
results inform those allocating efforts to close the
linguistic gap.

The higher accuracy of proprietary models in
our evaluation may make them appear as the best
choice for LLMs deployment in Africa. However,
limited research budgets, unequal access to com-
pute, and deployment costs can constrain adoption
in the region. Yet, the difficulties understanding
African languages are still entrenched as no model

gets to the best human performance. Specialising
open-weight models is a natural alternative, but our
results suggest that multilingual fine-tuning can de-
grade their performance in English.

Future work should test whether these trade-offs
carry over to realistic agentic tasks in African lan-
guages, where failures of native reasoning have
practical and economic consequences.

Limitations
Our benchmark has a few limitations:

Limited regional coverage. While we initially
aimed to collect questions from different regions
within each language—as we did for Swahili 6 in
Tanzania and Mombasa—we faced practical dif-
ficulties extending this approach to the other lan-
guages.

Binary scoring. Our current scoring method
does not capture the full linguistic nuance of LLM
responses. We also cannot assume that an LLM
judge reliably assesses answers in languages it may
itself struggle to understand.

Interpreting African-language specialisation.
Differences among specialised models and their
training methods, together with the lack of access
to intermediate training checkpoints, prevent us
from isolating the cause of their lower English ac-
curacy.

Limited guidance for training. Our benchmark
helps track performance in frontier models, but
may provide less informative feedback for smaller

6Swahili’s large speaker population helped us achieve
broader regional coverage, but it remained the only language
represented across multiple regions.
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models. Given the scarcity of low-resource train-
ing data, benchmark scores alone may not give
smaller research labs enough guidance to prioritise
data collection.

Licences
AFRINR is distributed under the CC-BY-SA li-
cence.

Ethical Considerations
All contributors to AFRINR were paid fairly for the
time and effort they brought to question writing, in-
dependent review, and the human baseline. Every
contributor understood the purpose of the project
and agreed to participate. To reduce regional and
gender bias in the dataset, we sought native speak-
ers from different regional groups and aimed for
an equal split between men and women. Given
the cultural and subjective nature of these ques-
tions, higher education is not always necessary, so
we only required question annotators to have com-
pleted secondary school. However, for the human
baseline, we explicitly sought participants with a
stronger educational background to help filter out
questions that relied too heavily on regional col-
loquialisms, since we aimed to create a generalis-
able dataset. Despite these efforts, dataset quality
may vary across languages, and some topics may
be harder to evaluate or interpret depending on the
linguistic and cultural context of each question.

Use of AI Assistants
We used Claude and ChatGPT to assist exclusively
with manuscript preparation, revision and code
generation; this includes grammatical correction
and stylistic polishing. We also used Claude Code
and Codex to help us build an annotation platform
and tools for coordinating data annotators. The au-
thors reviewed and verified all AI-assisted text and
code used in this work and take full responsibility
for its accuracy and originality.
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A Guidelines
A.1 Generation guidelines
Question writers followed the same guidelines
across all languages: questions should require sev-
eral reasoning steps rather than direct factual recall
or an answer obtainable through a simple online
search.

Preparing a submission. Each submission con-
tained five fields: category, question, reasoning,
final answer, and context or sub-category. The
guidelines specified how to write the question and
its supporting material:
• Question. Use the relevant language’s orthog-

raphy and appropriate scholarly or traditional
vocabulary, without code-switching.

• Answer. Provide a short final answer.
• Explanation. Describe the reasoning a native

speaker would use, in English or the question’s
language. This explanation is for review and
testing and should not be shown to the answer-
ing model.

Category requirements. The four categories re-
quired different forms of reasoning:
• Practices. Require a decision based on local

calendars, time-keeping systems, customs, fes-
tivals or ceremonies rather than recall of a date
or name. Identify the tradition and explain how
its rules determine the answer.

• Wordplay. Use language-specific meanings,
sounds, metaphors or word boundaries, includ-
ing puns, homophones and traditional riddles.
The answer should follow logically for a speaker
familiar with the intended wordplay, and the
explanation should identify that interpretation.
Do not give away the intended word segmenta-
tion or translate the question into or from En-
glish.

• Maths. Require a calculation with at least one
step that depends on interpreting a cultural ele-
ment, rather than bare arithmetic. Explain the
cultural interpretation and the calculation.

• Grammar. Require the application of
language-specific grammatical rules or conven-
tions.

Topic restrictions. The guidelines prohibited
hate speech, discrimination, harassment and dan-
gerous advice, and asked writers to avoid individ-

ual health, personal identity, party politics and in-
flammatory religious topics. Religious holidays
and customs could be used when the question
concerned cultural reasoning rather than doctrinal
teaching.

A.2 Reviewing guidelines
Reviewing a question record. Reviewers were
instructed to read the complete question record
without editing it, then complete the four manda-
tory fields below. They had to make these judge-
ments independently, without LLMs or consulta-
tion outside the project.
Field Choices
Disposition Keep as is; fix needed; drop it.
Reference an-
swer

Correct and complete; correct but incomplete;
one of several equally good answers; wrong.

Community
knowledge

Anyone could answer; regional knowledge
helps; community knowledge needed; elder or
specialist knowledge needed.

Scope Nationwide (wherever the language is spoken);
one region; one community; not sure.

The community-knowledge field described what
a reader needed to know; it was not a quality score.

Recording problems. Reviewers could add
notes to explain their judgement, and selecting
“fix needed” required a corrected native answer.
They could also select any applicable flags: native
text wrong, translation off, explanation weak,
answer mismatch, not cultural, people disagree,
question broken, or could not verify.

Response grading. To grade a model response,
reviewers used the question, category, expert refer-
ence answer and explanation to decide whether it
was C (correct) or I (incorrect). The judgement
concerned correctness rather than style, length or
formatting, and there was no partial credit. The
following rules specified what counted as correct
in each category:
• Grammar: accept the expected form, includ-

ing the same form in another script; reject
spelling or grammatical errors. When the ques-
tion asks for an explanation of a rule, grade its
meaning.

• Wordplay: accept the intended answer or an al-
ternative with the same sound and meaning; re-
ject literal readings that do not solve the riddle
and irrelevant answers.

• Practices: accept the community-specific fact
or outcome; reject vague or generic answers and
answers about another community’s tradition.
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• Maths: accept the correct conclusion with any
required unit, currency or calendar; reject an in-
correct final amount.

A.3 Baseline guidelines

Instructions for Baseliners

We want to understand what people can answer using
their own knowledge and the information in each ques-
tion. Please complete the assigned questions indepen-
dently, without AI, or another person’s help. Please also
avoid reading reference answers or other participants’
responses, as these could influence your own answer.
For each question
• Please read each question in full and follow its in-

structions.
• Use the Answer field for your own answer and the

Explanation field to describe why you chose it.
• Write both in the requested language, keeping any

local words you need.

What to write in Explanation
Use the Explanation field to tell us how you worked out
your answer. For a riddle, explain which clues led you to
it and how they fit your answer. If you used a calculation,
show the steps so we can follow how you got the result.
If your answer depends on a word, expression, or local
custom, explain what it means and how it relates to the
question. Please name the place or community if that
meaning depends on where it is used. If you already
know the answer, please mention this and explain why
it fits the question if you can.
If you are unsure
An honest attempt is useful even when the answer is
wrong, so please give your best answer and explain any
uncertainty. If you cannot answer, you can write “I
don’t know” in Answer and use Explanation to describe
what is unfamiliar or missing, or any error you notice in
the question. If you know an answer but cannot explain
why, please say so rather than inventing a reason.

B Human Recruitment
We recruited Reviewers through a public applica-
tion shared in the Masakhane community (Nekoto
et al., 2020), with each applicant choosing the lan-
guage they would work in. Our data annotation
partner, Digital Umuganda, recruited and managed
Baseliners, as well as the Generators who worked
on-site in Africa.

B.1 Eligibility criteria
We sought the same expert profile for Reviewers
and Baseliners:
• Expertise. Native speakers with knowledge of

their language variety, its grammatical conven-
tions and local cultural practices.

• Education. Completed secondary school was
required; a university degree was preferred.

We sought participants from different regional
groups and aimed for an equal split between men
and women.

B.2 Qualification exam
Reviewers and Baseliners took the same language-
specific qualification exam to assess their ability to
judge the questions, answers and explanations used
in the benchmark. Each candidate reviewed four
questions, one from each category, alongside their
reference answers, English translations and expla-
nations. They made seven judgements per ques-
tion, giving 28 judgements in total.

What candidates assessed. The seven judge-
ments covered three aspects of each question:
• Quality (four checks). Was the question clear

and answerable, the reference answer correct
and complete, the English translation faithful,
and the explanation sufficient to justify the an-
swer?

• Knowledge and reasoning (two checks). How
much community knowledge and reasoning did
the question require?

• Category requirement (one check). Did the
question meet the requirement for its category,
listed below?

Category Seventh check

Practices Would knowledgeable community members
agree on the answer?

Maths Would missing local knowledge lead to a confi-
dent but wrong answer?

Grammar Was the grammatical rule absent from English?
Wordplay Was the riddle known in the tradition, and did its

clues lead to the answer?

Screening submissions. Before scoring, we re-
moved two of three submissions that contained the
same answers to all 28 checks, keeping one. We
also excluded submissions that approved all 16
quality checks across the four questions without
identifying an issue.

Ranking candidates. We ranked candidates by
weighted agreement with the most common an-
swers among applicants for the same language va-
riety. Only judgements for which at least 60% of
applicants chose the same answer contributed to
the score. We gave greater weight to judgements
with clearer consensus and used unweighted agree-
ment as the secondary ranking criterion. The pool
contained valid, complete forms after duplicate re-
moval and included the candidate being scored.
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For language variety ℓ, let Uℓ be the set of eli-
gible judgements, mq the modal answer to judge-
ment q, and ai,q candidate i’s answer. The score is
the weighted proportion of eligible judgements on
which the candidate agrees with the pool:

Si =

∑
q∈Uℓ

wq1[ai,q = mq]∑
q∈Uℓ

wq
, (2)

wq =
n
(1)
q − n

(2)
q

nℓ
,

Here, n
(1)
q and n

(2)
q are the two largest answer

counts and nℓ is the number of candidates in the
language-variety pool. The applicant pool does not
provide an external answer key.

Screening for model-like answers. We also
compared how likely a candidate’s pattern of an-
swers was under model and human answer distri-
butions. The model distribution pooled 1,396 com-
pletions of individual category forms from Claude
Opus 5, Claude Sonnet 5, GPT-5.6 Sol and Gemini
3.1 Pro. The human distribution used the applicant
pool but excluded the candidate being scored.

We applied Jeffreys smoothing with α = 1/2 to
both distributions, over the form’s answer choices
and any additional observed answers. Writing
these distributions as p̂M

q and p̂H,−i
q , the model-

resemblance score was

Λi =

28∑
q=1

log
p̂M
q (ai,q)

p̂H,−i
q (ai,q)

. (3)

A higher score means that the candidate’s answers
are more likely under the model distribution rel-
ative to the human distribution. Resemblance to
model answers does not prove that a candidate used
AI assistance.

To set the exclusion threshold for each language
variety, we simulated 50,000 submissions by draw-
ing the 28 judgements independently from the
smoothed full human-pool distributions, with seed
7. We excluded candidates whose resemblance
score exceeded the 95th percentile of these sim-
ulated scores. The simulation does not establish
how often the procedure would wrongly exclude
human applicants.

B.3 Participant selection
Reviewers. We selected the highest-ranking eli-
gible candidates within each language variety, allo-
cating three reviewers per variety. We hired them
as contractors through Upwork.

Baseliners. Baseliners had not written or re-
viewed any of the questions. The human baseline
comprises 49 participants, with five per language
variety except Amharic (4), where we could not re-
cruit a fifth.

Where more than five participants were avail-
able, we selected the five with the highest accuracy
on their original assigned questions. This selection
did not change the retained question set.

C Judge Validation
C.1 Validation sample
To select an automatic grader, we compared five
LLM judges with native-speaker experts on the
same model responses. The validation panel com-
prised 21 experts across seven language varieties,
with three experts independently grading 150 re-
sponses per variety. This gave 1,050 responses
from 498 questions. Experts were selected through
the qualification process in §B.2.

Selecting responses. We sampled from the
difficult-question pool, stratifying by answering
model and category. The sample deliberately in-
cluded responses previously graded correct and
questions on which model responses had received
discordant grades. Table 7 gives the sampling tar-
gets, the resulting proportions and the models used
in this study.

Collecting independent grades. Within each
variety, all three experts saw the same responses,
with model identities and prior grades hidden. We
removed answer wrappers and closed reasoning
blocks before presenting responses to both experts
and LLM judges. The experts applied the binary
grading criteria in §A.2.

C.2 Agreement assessment
We measured how closely each judge agreed with
the experts, using agreement among the experts
themselves as the reference. We used macro-F1
(MF1) (Arora et al., 2025), which gives equal
weight to the correct (C) and incorrect (I) labels.
Within each language variety, we calculated the
two estimates as follows:
• Judge agreement. We compared each judge

with all three experts, pooling 450 comparisons
into one MF1 score.

• Human agreement. We compared each expert
with the other two, giving 300 comparisons per
expert, and averaged the three MF1 scores.
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Component Validation design
Answering models Claude Sonnet 5, Gemini 3.7 Flash, GPT-5.6 Sol, Kimi K3, Meta Muse Spark 1.2, Qwen3.8 Max.
Judges GPT-5.6 Luna Pro, DeepSeek V3.2, Qwen3.8 Max, Gemini 3.7 Flash, Claude Sonnet 5.
Sampling targets Up to one-third of responses previously graded correct; 60% from questions with discordant prior

grades across models.
Sample composition Previously judge-correct responses: 30.7% in the sample versus 16.8% in the pool. Responses

from discordant questions: 66.7% versus 45.8%.

Table 7: Models and sampling design for the historical judge-validation study.

Language Human Luna DeepSeek Qwen Gemini Sonnet

Amharic 0.534 0.609 0.630 0.599 0.614 0.577
Fulani 0.538 0.482 0.458 0.442 0.484 0.459
Kinyarwanda 0.704 0.762 0.726 0.760 0.753 0.746
Malagasy 0.820 0.778 0.760 0.764 0.803 0.778
Shona 0.653 0.611 0.593 0.560 0.664 0.585
Swahili–Mombasa 0.781 0.781 0.735 0.760 0.803 0.794
Wolof 0.724 0.681 0.594 0.670 0.683 0.651

Mean 0.679 0.672 0.642 0.651 0.686 0.656

Table 8: Class-balanced MF1 in the completed calibration panel: three human experts and five LLM judges per
language. Each language has 150 responses, 450 comparisons per LLM judge and 900 ordered expert–expert
comparisons. Full judge names and aggregate intervals appear in Figure 3.

Language n
Majority

C
Luna

C
Luna-only C
/ majority I

Majority-only C
/ majority C

Amharic 150 109 58 1/41 (2.4%) 52/109 (47.7%)
Fulani 150 96 28 3/54 (5.6%) 71/96 (74.0%)
Kinyarwanda 150 30 38 14/120 (11.7%) 6/30 (20.0%)
Malagasy 150 61 45 6/89 (6.7%) 22/61 (36.1%)
Shona 150 96 48 1/54 (1.9%) 49/96 (51.0%)
Swahili Mombasa 150 59 34 0/91 (0.0%) 25/59 (42.4%)
Wolof 150 72 38 3/78 (3.8%) 37/72 (51.4%)

Total 1050 523 289 28/527 (5.3%) 262/523 (50.1%)

Table 9: Luna and expert-majority credits. C denotes Correct and I Incorrect; majority requires two of three
experts. Disagreement cells show count/condition denominator (percent). These descriptive rates concern the
selected historical calibration sample and are not correction rates for the full benchmark.

We then averaged each estimate equally across lan-
guage varieties.

Calculating MF1. Let nab count comparisons
with prediction a and reference label b. The score
is

MF1 =
1

2

∑
c∈{C,I}

2ncc

2ncc + nCI + nIC
, (4)

with a zero contribution when a denominator is
zero. To estimate uncertainty, we resampled
source questions within each language variety,
keeping all responses and labels for a question to-
gether. We recomputed the full aggregation in
30,000 bootstrap replicates (seed 20260828) and
used the 2.5th and 97.5th percentiles for the 95%
intervals.

Interpreting agreement. Table 8 shows agree-
ment by language variety, while Table 9 shows
where Luna and the expert majority assign differ-
ent grades. These results describe the selected his-
torical sample; they do not validate grading across
the full nine-variety release, the English compar-
ison or specialist responses. MF1 is not chance-
corrected, and we did not prespecify an equiva-
lence margin or adequacy threshold, so a score
close to human agreement is not an equivalence
test. The disagreement rates are specific to this
sample and should not be used to correct scores
elsewhere in the benchmark.

D Evaluation Procedure
The evaluation separates generating answers, grad-
ing the saved responses and calculating accu-
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racy. Our accompanying repository implements
the native-language pipeline with Inspect AI
0.3.247 and includes the questions in data/test.
parquet. The repository README provides the
installation and execution commands.

D.1 Comparison design
Using the released questions. The 1,082 re-
tained questions each have a saved human response
graded correct by GPT-5.6 Luna Pro. To compare
models with people who saw the same material,
we checked that the native question, reference an-
swer and explanation matched the edition served
to baseliners. We excluded 14 otherwise eligible
questions whose records differed from that edition.
The eight main models in §4.3.1 are evaluated on
all 1,082 retained questions.

Comparing language conditions. The original-
language and English comparison uses 531 paired,
human-answered questions from Practices and
Maths. We compare the same questions in both
conditions, so differences in the question set can-
not account for the change in accuracy. The transla-
tion pool comprised 701 screened annotator/GPT-
6 Astra translations and 43 expert-reviewed addi-
tions, of which four entered the comparison. As-
tra was also one of the evaluated models; the au-
tomated translation screening and response grades
have not been validated by native speakers.

Both the question and the grading reference
change language in this comparison. The resulting
score difference therefore cannot isolate compre-
hension, recall or grading effects.

Matching specialists to their counterparts.
Each specialist is compared with its post-trained
counterpart on identical questions within the spe-
cialist’s supported languages (Table 6). We use
the model cards to determine language coverage,
as summarised in Table 10.7 The Afrique cards list
Plateau Malagasy, and the 50Langs cards also list
Nigerian Fulfulde. Their match to the benchmark’s
Malagasy and Fulani varieties is unconfirmed, and
we exclude them from the comparison. We map
the cards’ Rundi to Kirundi.

The same coverage rule applies to the specialist
language comparison. Each pair uses its supported-
language subset of the 531 paired questions: 281
for Afrique 4B v1/v2, 439 for Afrique 50Langs

7For Afrique Instruct, coverage comes from the continued-
pretrained 4B and 50Langs 4B/9B cards; Sunflower coverage
comes from its 27B, 9B and E2B cards.

Language variety
Afrique

4B v1/v2

Afrique
4B/9B

50Langs
Sunflower

27B/9B/E2B

Amharic Yes Yes Yes
Fulani — V Yes
Kinyarwanda Yes Yes Yes
Kirundi — Yes Yes
Lingala — Yes Yes
Malagasy V V Yes
Shona Yes Yes Yes
Swahili Tanzania Yes Yes Yes
Swahili Mombasa Yes Yes Yes
Wolof — Yes Yes

Table 10: Language coverage in the specialist compar-
isons. Yes: included; V: a named variety is listed, but
its match to the benchmark variety is unconfirmed and it
is excluded; —: not listed as supported. Swahili Tanza-
nia and Swahili Mombasa are independent scoring units
with equal weight.

and 531 for Sunflower. We generate one response
per question and language condition, reusing the
same counterpart responses when a counterpart is
shared by several specialists. These matched sub-
sets determine the specialist-versus-counterpart re-
sults in the text. The broader comparison in Fig-
ure 5 and Table 12 instead shows every model on
all 531 questions, including languages outside a
specialist’s documented coverage.

D.2 Response generation
Running the native evaluation. The Inspect
task in benchmark/generate.py loads the
original-language question as input and keeps
its reference answer and explanation for grading.
Generation and grading run separately, so a
saved response can be graded without asking the
answering model to generate it again.

The repository provides three entry points:
1. Generate answers with the afrinr task

in benchmark/generate.py, selecting the
model and language varieties through the In-
spect CLI.

2. Grade saved answers with the scorer in
benchmark/judge.py and the grader de-
scribed in §D.3.

3. Calculate accuracy with benchmark/
summarise.py, which checks the saved
records against the released questions before
building the tables.

This native runner summarises one response per
question. The repeated-attempt, paired-English
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and specialist analyses use the aggregation proce-
dures described in §D.4.

What the answering model receives. In the na-
tive evaluation, we give the model the question in
its original language and a shared system prompt
asking it to reason like a native speaker, drawing
on local knowledge and oral tradition. The prompt
asks for a final answer inside <answer> tags; the
expert answer and explanation are not shown to
the answering model. The exact system prompt is
stored in benchmark/prompts.py.

Generation settings. The main models use the
same generation settings for native and English
questions. All eight use xhigh or max reasoning
effort; DeepSeek V4 Pro has three attempts per
question and the other models have one. GLM 5.3
is served by Z.AI in both conditions.

The native specialist comparisons use three con-
figurations:
• Afrique. The specialists use greedy decoding,

while their Qwen3.5 counterparts use the Qwen
sampling profile below through Hugging Face
Inference Endpoints with vLLM 0.29.0.

• Sunflower Qwen. These pairs retain their
recorded decoding defaults.

• Gemma E2B. The pair uses the Gemma profile,
a 65,536-token context and identical prompts
and input token IDs. Both models run on H200
hardware in BF16 through the same pinned
vLLM 0.29.0 image and loader patch.

In each specialist’s paired language comparison,
the specialist and its counterpart use the corre-
sponding Qwen or Gemma profile in both language
conditions.

Setting
Qwen-based

models
Gemma E2B

pair

Temperature 1.0 1.0
Top-p 0.95 0.95
Top-k 20 64
Presence penalty 1.5 0
Frequency penalty 0 0
Repetition penalty 1.0 1.0
Output limit 32,768 tokens 32,768 tokens
Seed 42 42
enable_thinking false false
Thinking-token budget 0 0

We retain the saved native responses, including
outputs that reach the token limit or contain unex-
pected reasoning text.

D.3 Response grading
GPT-5.6 Luna Pro grades the saved responses us-
ing the same criteria as the human reviewers in
§A.2. For each response, it receives the question,
the expert reference answer and explanation, and
the grading rule for that category. It then explains
its decision and returns GRADE: C or GRADE: I,
without partial credit.

Reusing the grading prompt. The scorer
in benchmark/judge.py uses Inspect’s
model_graded_fact with the model assigned
to the grader role. The full template, cate-
gory rules and output instructions are stored in
benchmark/prompts.py; the output instructions
are fixed there so that they do not change with
the installed framework version. The template is
sent as a user message with the relevant category
guidance substituted. In the specialist English
comparison, we grade each response once with an
8,192-token output limit.

Handling empty answers. Empty responses in
the reported main evaluation score zero. For the
saved specialist runs, we retain the recorded grades,
including one empty Sunflower E2B answer that
Luna marked correct.
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D.4 Accuracy estimation
We first calculate a score for each question, averag-
ing its attempts when more than one response was
generated. We then calculate accuracy within each
language variety and average the varieties equally,
as defined in §4.2. Group means give each model
equal weight, while category scores average the
language varieties represented in that category.

Estimating uncertainty. For the main native
evaluation, we estimate the variance within each
variety and combine those variances to obtain the
standard error of the overall score. Writing yℓi for
question i’s score and Aℓ for the mean of the nℓ

questions in variety ℓ, this gives

Vℓ =

∑
i(yℓi −Aℓ)

2

nℓ(nℓ − 1)
, (5)

SE(A) = L−1

√∑
ℓ

Vℓ. (6)

For specialist and language comparisons, we
keep the responses to the same question paired.

The bootstrap resamples questions within each va-
riety and carries all compared responses together,
preserving that pairing in every draw. The interval
settings are:

Comparison 95% interval

Main models (native) Score ±1.96 SE; retained questions
treated as independent within lan-
guage variety.

Native specialist pairs 5,000 paired within-variety
question-bootstrap draws; seed
20261001; pointwise, without
multiplicity adjustment.

English comparisons 5,000 paired within-variety
question-bootstrap draws; seed
20260928; percentile intervals,
keeping all compared models and
language conditions together.

These intervals describe variation across the
retained questions, conditional on the selected
language varieties, models and grading protocol.
They do not include uncertainty from grading or
translation errors.

E Detailed Results
E.1 Accuracy by language
Table 11 separates model and human accuracy by language variety. Each row corresponds to one language
variety, with the number of questions shown alongside the scores. Questions differ across varieties, so
cross-variety scores do not isolate a language effect. The model differences within each variety are de-
scriptive; this table does not report significance tests.

CLOSED-SOURCE OPEN-WEIGHT

Language n GPT-6
Astra

Claude
Fable 5.1

Gemini
3.7 Flash

Muse
Spark 1.2 Mean Kimi

K3
Qwen3.8

2.4T A95B
DeepSeek

V4 Pro
GLM
5.3 Mean ∆ Human

mean

Amharic 137 84.7 87.6 79.6 85.4 84.3 74.5 68.6 64.7 73.0 70.2 14.1 58.8
Fulani 86 39.5 47.7 46.5 32.6 41.6 15.1 16.3 19.0 15.1 16.4 25.2 54.0
Kinyarwanda 131 64.1 58.0 57.3 47.3 56.7 36.6 42.0 33.3 30.5 35.6 21.1 54.8
Kirundi 88 51.1 44.3 44.3 34.1 43.5 28.4 35.2 27.3 22.7 28.4 15.1 83.6
Lingala 102 42.2 49.0 49.0 43.1 45.8 31.4 35.3 30.1 26.5 30.8 15.0 59.8
Malagasy 91 54.9 44.0 46.2 34.1 44.8 19.8 22.0 17.6 16.5 19.0 25.8 67.3
Shona 129 72.1 69.8 65.1 59.7 66.7 51.2 46.5 51.9 40.3 47.5 19.2 61.7
Swahili Mombasa 128 46.9 47.7 43.8 41.4 44.9 37.5 26.6 32.3 29.7 31.5 13.4 55.3
Swahili Tanzania 72 62.5 56.9 63.9 43.1 56.6 33.3 33.3 24.5 23.6 28.7 27.9 41.7
Wolof 118 67.8 66.9 59.3 49.2 60.8 39.8 46.6 39.3 37.3 40.7 20.1 50.3

AFRINR Score 1,082 58.6 57.2 55.5 47.0 54.6 36.8 37.2 34.0 31.5 34.9 19.7 58.7
SE (pp) 1.49 1.50 1.52 1.49 1.18 1.41 1.43 1.18 1.35 1.09 0.89 —

Table 11: Accuracy by language. Accuracy (%) of eight models and native speakers on each language variety’s
questions. The human mean averages the speakers of each language variety, 49 in all.
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E.2 Language comparison
Table 12 shows how each model’s accuracy changes within each language variety, while Table 13 shows
how those changes affect the gap between closed-source and open-weight models. Both tables use the
same 531 paired questions.

Model English minus original-language accuracy (percentage points)

Amharic
(79)

Fulani
(49)

Kinyarwanda
(68)

Kirundi
(42)

Lingala
(57)

Malagasy
(43)

Shona
(50)

Swahili
Tanzania

(22)

Swahili
Mombasa

(62)

Wolof
(59)

Overall
(531)

Closed-source
Claude Fable 5.1 -6.3 +24.5 -1.5 +9.5 -1.8 -4.7 -4.0 +4.5 +3.2 +8.5 +3.2
GPT-6 Astra -5.1 +18.4 +1.5 +7.1 +1.8 +4.7 +8.0 +4.5 -1.6 +11.9 +5.1
Gemini 3.7 Flash -1.3 +16.3 +1.5 +2.4 -10.5 +4.7 0.0 -13.6 0.0 +11.9 +1.1
Meta Muse Spark 1.2 +2.5 +46.9 +8.8 +23.8 +7.0 0.0 +6.0 0.0 +14.5 +27.1 +13.7

Open-weight
Qwen3.8 2.4T A95B +5.1 +61.2 +2.9 +14.3 +7.0 +9.3 0.0 -4.5 +4.8 +35.6 +13.6
Kimi K3 0.0 +57.1 +10.3 +11.9 +14.0 +7.0 +4.0 +18.2 -1.6 +44.1 +16.5
GLM-5.3 +1.3 +53.1 +17.6 +16.7 +7.0 0.0 +6.0 -9.1 +3.2 +35.6 +13.1
DeepSeek V4 Pro +6.3 +38.1 +10.8 +14.3 +7.0 0.0 +0.7 0.0 +9.1 +35.6 +12.2

Specialist counterparts
Qwen3.8-27B +19.0 +44.9 +25.0 +7.1 +31.6 +11.6 +14.0 +13.6 +4.8 +50.8 +22.3
Qwen3.5-9B +41.8 +36.7 +25.0 +21.4 +35.1 +4.7 +34.0 +18.2 +3.2 +50.8 +27.1
Gemma-4-E2B-it +17.7 +26.5 +23.5 +16.7 +28.1 +4.7 +28.0 +4.5 +4.8 +47.5 +20.2
Qwen3.5-4B +50.6 +26.5 +33.8 +31.0 +29.8 +7.0 +36.0 +9.1 +14.5 +57.6 +29.6

African specialists
Sunflower 27B +25.3 +24.5 +16.2 +7.1 +12.3 0.0 +2.0 -9.1 +4.8 +33.9 +11.7
Sunflower 9B +13.9 +10.2 +11.8 0.0 +3.5 0.0 +2.0 +4.5 -3.2 +35.6 +7.8
Sunflower E2B +1.3 -2.0 +4.4 0.0 +5.3 +9.3 +2.0 +13.6 -4.8 +16.9 +4.6
Afrique 9B 50Langs +24.1 +24.5 +7.4 +23.8 +5.3 +4.7 +2.0 +13.6 +14.5 +50.8 +17.1
Afrique 4B 50Langs +19.0 +20.4 +20.6 +14.3 +14.0 +4.7 +20.0 +4.5 +8.1 +45.8 +17.1
Afrique 4B v1 +34.2 +34.7 +10.3 +9.5 +24.6 +9.3 +16.0 +4.5 +12.9 +44.1 +20.0
Afrique 4B v2 +32.9 +24.5 +13.2 +21.4 +15.8 +4.7 +12.0 +9.1 +1.6 +40.7 +17.6

Eight main models: mean +0.3 +39.5 +6.5 +12.5 +3.9 +2.6 +2.6 0.0 +4.0 +26.3 +9.8
Models improving 4/8 8/8 7/8 8/8 6/8 4/8 5/8 3/8 5/8 8/8 8/8

All 19 models: mean +14.9 +30.9 +12.8 +13.3 +12.5 +4.3 +9.9 +4.5 +4.9 +36.0 +14.4
Models improving 15/19 18/19 18/19 17/19 17/19 13/19 16/19 13/19 14/19 19/19 19/19

Table 12: English advantage by language for every model in Figure 5. Positive values indicate higher accuracy in
English; negative values (shaded) indicate higher accuracy in the original language; zero indicates a tie. Bold values
mark the largest language gap within each model or mean row. Parentheses give paired question counts; Swahili
Tanzania and Swahili Mombasa are scored separately. Overall is the equally weighted mean across ten independent
language varieties, and the summary means weight distinct models equally. All rows use the same 531 cultural-
practice and culturally grounded mathematical questions, including languages outside a specialist’s documented
coverage (Table 10). Counterparts repeated in the figure appear once here. Improvement counts exclude ties; these
are descriptive differences without significance tests.

Questions Closed gain [95% CI] Open gain [95% CI] Original gap English gap Narrowing [95% CI]

531 +5.8 [+3.4, +8.1] +13.9 [+11.2, +16.5] 17.2 9.1 +8.1 [+5.3, +10.7]

Table 13: English gains and gap narrowing on 531 paired questions. Accuracy differences are in percentage
points. Gains are English minus original-language accuracy, gaps are closed-source minus open-weight accuracy,
and narrowing is the original gap minus the English gap. Each model’s accuracy weights the ten retained language
varieties equally, with Swahili Tanzania and Swahili Mombasa scored independently; group means weight models
equally. Brackets give paired question-bootstrap 95% intervals.
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E.3 Specialisation by category
Figure 7 breaks down each specialist comparison by category. Within a pair, both models answer the
same questions; the plotted change shows where the specialist scores higher or lower than its counterpart.

0 5 10 15 20

Afrique 4B 50Langs†
Afrique 9B 50Langs†

Afrique 4B v1†
Afrique 4B v2†

Sunflower 27B
Sunflower 9B

Sunflower E2B
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Accuracy on the pair's questions (%) · category scales differ

Post-trained comparator African specialist

Figure 7: Specialisation gains concentrate in Grammar and Practices. Accuracy of each specialist (amber)
and its post-trained comparator (teal) on the pair’s questions, by category; labels give the change in percentage
points, starred where the paired pointwise 95% bootstrap interval excludes zero, without adjustment for multiple
comparisons. Each category uses its own horizontal scale starting at zero. † marks pairs with thinking disabled in
both arms but different sampling and serving settings: the specialist uses greedy decoding and its comparator uses
sampling.
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